Using behavior-analytic implicit tests to assess sexual interests among normal and sex-offender populations

Bryan Roche1*, Anthony O’Reilly1, Amanda Gavin2, Maria R. Ruiz3 and Gabriela Arancibia1

1Department of Psychology, National University of Ireland, Maynooth, Ireland; 2School of Social Science and Law, Teesside University, Middlesbrough, UK; and 3Department of Psychology, Rollins College Florida, FL, USA

Background: The development of implicit tests for measuring biases and behavioral predispositions is a recent development within psychology. While such tests are usually researched within a social-cognitive paradigm, behavioral researchers have also begun to view these tests as potential tests of conditioning histories, including in the sexual domain.

Objective: The objective of this paper is to illustrate the utility of a behavioral approach to implicit testing and means by which implicit tests can be built to the standards of behavioral psychologists.

Design: Research findings illustrating the short history of implicit testing within the experimental analysis of behavior are reviewed. Relevant parallel and overlapping research findings from the field of social cognition and on the Implicit Association Test are also outlined.

Results: New preliminary data obtained with both normal and sex offender populations are described in order to illustrate how behavior-analytically conceived implicit tests may have potential as investigative tools for assessing histories of sexual arousal conditioning and derived stimulus associations.

Conclusion: It is concluded that popular implicit tests are likely sensitive to conditioned and derived stimulus associations in the history of the test-taker rather than ‘unconscious cognitions’, per se.

Keywords: implicit association test; function acquisition speed test; relational frame theory; stimulus equivalence; sex offenders; sexual interests

Learning theorists have explored how the apparently limited theoretical and empirical implications of learning principles can be applied to the analysis of human sexual response conditioning. It has been established across numerous studies that human sexual arousal can be conditioned using both associative and reinforcement procedures. But human sexual learning and responding is complicated considerably by language and cognitive processes. These particular forms of influence have historically been far less amenable to study in the laboratory than stimulus-association and reinforcement contingencies. Nevertheless, the effects of language and cognition on sexual responding have been not only widely noted but indicated for decades by leading sex researchers as one obvious limitation to a learning approach (e.g. Bancroft, 1969; McConaghy, 1969).

Over the past 15 years, however, behavior-analytic researchers have been studying an exciting new process known as derived relational responding, which provides the basis for a behavior-analytic paradigm for the analysis of language and cognitive processes. Research on derived relational responding has been applied to the analysis of several dimensions of human sexual behavior, including sexual attitudes and stereotyping, histories of sexual offending, histories of sexual abuse, and patterns of sexual arousal in both normally developing and paraphilic populations. Most recently, this same derived relational responding paradigm has been used to develop behavior-analytic ‘implicit tests’ that can be used to ascertain histories of stimulus-stimulus or stimulus-response associations while circumventing the problem of ‘faking good’ encountered by many popular assessment methods, such as card sorting methods (e.g. Abel & Becker, 1985).

The current paper will outline the concept of derived relational responding and illustrate how it has enormously
expanded the capacity of a non-mentalistic learning approach to explain the processes underlying complex human sexual behavior, as well as aid in the development of clinical and forensic tools for assessing histories of sexual responding or sexual stimulus associations, in a non-invasive and implicit manner.

A review of the literature on human sexual arousal conditioning with human populations reveals an interesting and worrying pattern. The lion’s share of studies both conducted and cited appear to predate the 1990s (although a small number of well-cited conditioning studies have been conducted since, e.g. Both et al., 2008; Hoffmann, Janssen, & Turner, 2004; Lalumière & Quinsey, 1998; Letourneau & O’Donohue, 1997; Plaud & Martini, 1999). This is the case for both basic laboratory studies into respondent (e.g. Langevin & Martin, 1975; Lovibond, 1963; McConaghy, 1969, 1970; Rachman, 1966; Rachman & Hodgson, 1968) and operant (i.e. instrumental) processes (e.g. Cliffe & Parry, 1980; Quinn, Harbison, & McAllister, 1970; Rosen, Shapiro, & Schwartz, 1975; Schaefer & Colgan, 1977), as well as applied studies employing the concepts of learning theory in treatment settings (e.g. Earls & Castonguay, 1989; Feldman & MacCulloch, 1971; Rosen & Kopel, 1977; see also Roche & Quayle, 2007, for a review). Even some pioneers of the learning approach to human sexuality have long questioned the explanatory scope of respondent and operant processes. Indeed, 40 years ago, influential researchers such as John Bancroft (1969) suggested that respondent and operant processes were insufficient in explaining complex and real-world human sexual behavior (see also McConaghy, 1969).

The learning account available to researchers throughout this period failed to provide an adequate explanatory framework for the emergence of sexual behavior in novel contexts or those instances of sexual behavior without an apparent explicit history of reinforcement or stimulus association (e.g. fetishism; see Roche & Barnes, 1998).

The missing link: derived relational responding
In addition to being able to discriminate (i.e. detect and respond to) specific stimuli, organisms are also capable of responding to relations between stimuli, such as similarity, difference, distance, greater than, and so on. This is known as relational responding. Non-verbal organisms are capable of learning to respond to such formal relations, such as size and distance, via traditional learning processes such as operant conditioning (see Reese, 1968). Verbal organisms, however, display a unique ability to respond to arbitrary stimulus relations such as oppositeness, value, and time and to derive relations between stimuli not directly associated with each other. This form of relational responding is known as derived relational responding. Originally researched as stimulus equivalence in the context of children’s language learning (Sidman, 1971), in the past 15 years, the significance of this phenomenon for wide-reaching behavioral account of human language and cognition has become increasingly apparent.

Derived Relational Responding is best demonstrated with a description of a typical stimulus equivalence procedure. An individual is presented with a series of stimulus-matching tasks on a computer. One of two arbitrary sample stimuli (we will refer to them here as A1 and A2) is presented in the centre of the screen, and two comparison stimuli, B1 and B2, are presented at the bottom of the screen. The participant is taught to make a discrimination between B1 and B2 conditional upon the sample. That is, given A1 as a sample, choosing B1 is reinforced, whereas given A2, choosing B2 is reinforced. The same procedure is then used to teach subjects to choose comparison stimulus C1 when given A1 and C2 when given A2. What Sidman (1971) and subsequent researchers established was that given this training alone, verbally able humans will spontaneously match B1 to A1, B2 to A2, C1 to A1, and C2 to A2 (i.e. demonstrate symmetry between the stimuli) in the absence of feedback, reinforcement, or even instructions to do so. Furthermore, they will match B1 to C1, C1 to B1, B2 to C2, and C2 to B2 (i.e. demonstrate transitivity between the stimuli). When this occurs, the stimuli are said to form a derived stimulus equivalence relation (see Sidman, 1986; see also Barnes, 1994; Fields, Adams, Verhave, & Newman, 1990).

A Relational Frame Theory (RFT; Hayes, Barnes-Holmes, & Roche, 2001) account of language and cognition draws upon and elaborates the stimulus equivalence phenomenon described above. The different forms of relational responding (difference, opposition, greater than, less than, etc.) can also be derived without explicit training (Dymond and Barnes, 1995, 1990; Lipkens, Hayes, & Hayes, 1993; Roche & Barnes, 1996). Derivations of relations other than equivalence require specific nomenclature to allow researchers to speak with precision about the relations under analysis. Mutual entailment means that if A is related to B, then B is related to A in a complimentary fashion. For example, if A is opposite to B, then B is opposite to A. If A is more than B, then B is less than A. Combinatorial entailment occurs when three or more stimuli are related. If A is opposite to B, and B is opposite to C, then the relation that is derived between A and C is one of equivalence, because both are opposite to B. Combinatorial entailment refers to the reciprocal relationships that exist between two stimuli as mediated by other intermediary stimuli (Blackledge, 2003).

The feature of the RFT account which is most important for our discussion of sexuality is the finding that the psychological functions of any stimulus will be
transformed by its relation to other stimuli in a derived relational network (Transformation of function). This was first demonstrated in the context of sexual arousal responses by Roche and Barnes (1997, experiment 1). In that experiment, seven subjects were trained in a series of conditional discrimination tasks using nonsense syllables as stimuli. This training led to the emergence of three derived equivalence classes; A1-B1-C1, A2-B2-C2, and A3-B3-C3. After this training was complete, sexual and non-sexual functions were established for C1 and C3 (respectively) through a respondent conditioning procedure. The acquisition of these functions was monitored and assessed in terms of phasic skin resistance responses. Though only C1 and C3 were trained with sexual and nonsexual functions, respectively, these functions were spontaneously transformed in accordance with the derived equivalence relation; subjects showed a heightened arousal response to A1 over A3 (even though the A stimuli had never been directly paired with sexual stimuli or C stimuli). These findings demonstrate that humans are capable of responding sexually to any given stimulus in terms of a sexual one to which it is indirectly and arbitrarily related.

Roche, Barnes-Holmes, Smeets, Barnes-Holmes, and McGeady (2000) demonstrated a far more complex example of the derived transformation of sexual arousal responses. In that study, derived sexual arousal responses were transformed in accordance with opposite relations, rather than equivalence relations, and brought under further contextual control. Subjects were trained to form a derived equivalence relation (or coordination relation) containing three arbitrary nonsense syllables labelled A1, B1, and C1. They were also taught that two further nonsense syllables (B2 and C2) were the opposite of A1. Sexual and non-sexual elicitation functions were then established for B2 and B1, respectively. B2 and C2 participated in an unreinforced derived relation of coordination with one another, as they were both opposite to A1 (remember that this derived relation of coordination was not reinforced or formed through stimulus associations; it was derived). Subjects produced a sexual arousal response to C2 due to this derived relation with B2 but did not respond to C1 with a physiological arousal response. Furthermore, the experimenters brought the performance under contextual control. That is, when C2 was presented in the presence of a previously established cue for opposite, subjects produced no sexual responses to C2. In contrast, when C1 was presented in the presence of the opposite cue, a sexual response was observed.

The Roche et al. (2000) data demonstrate the remarkable flexibility of human sexual responses and their susceptibility to highly complex forms of stimulus control (see also Roche & Dymond, 2008). The derived transformation of sexual responses can offer a new paradigm for understanding complex human sexual behavior that compliments the traditional learning approach based strictly on a direct contingency analysis. That is, derived relational responding and the transformation of stimulus functions represent examples of behavior controlled by remote, rather than local contingencies. The remote contingencies that can lead to the emergence of derived sexual responses can be represented by verbal practices. For instance, rules, norms, mores, and taboos all constitute forms of verbal contingency that specify relations between stimuli (e.g. ‘sex’ and ‘dirty’) in often complex and subtle (i.e. indirect) ways. A subject’s past participation in a verbal environment (i.e. a culture) provides many hundreds of training exemplars that establish complex derived relational networks through which functions of stimuli may be transformed, and this can explain the emergence of apparently untrained sexual responses. As an example, a culture that simultaneously teaches that sexual promiscuity is bad and, at other times, that bad behavior is sometimes exciting (e.g. speeding in one’s car) is paradoxically making likely the derived transformation of the psychological functions (i.e. experience) of promiscuity into an exciting desirable activity, at least for some individuals. This occurs because of the way in which the various terms were framed relationally in language, whether explicitly, or in turn by further derived relations (e.g. innuendo, jokes). In this sense, language can lead to the emergence of sexual responses and practices in a very real way.

The RFT approach to language has led to the emergence of a definition of attitudes in terms of a network of trained and derived stimulus relations, established by and within a community (Grey & Barnes, 1996; see also Moxon, Keenan, & Hine, 1993; Roche, Barnes-Holmes, Barnes-Holmes, Stewart, & O’Hara, 2002; Schauss, Chase, & Hawkins, 1997). Once conceived this way, sexual attitudes are measurable as forms of relational responding. This insight opens up a whole new avenue of research for the experimental analysis of complex human sexual behavior. For instance, in one study (Grey & Barnes, 1996), participants were provided with the necessary conditional discrimination training to form the following three derived equivalence relations: A1-B1-C1, A2-B2-C2, and A3-B3-C3, using nonsense syllables as stimuli. Participants then viewed the video contents of VHS video cassettes that were clearly labelled with the A1 and A2 stimuli. One of the cassettes contained sexual/romantic scenes, while the other contained religiously themed scenes. Subsequently, subjects were asked to categorize four novel video cassettes, each labelled as B1, C1, B2, or C2. They were given no information about these cassettes, but they categorized them according to the derived equivalence classes. That is, subjects classified the B1 and C1 cassettes in the same way as the A1 cassette; they were trained to classify these cassettes as stimuli.
way as the A1 cassette and the B2 and C2 cassette in the same way as the A2 cassette. In effect, the study demonstrated the sexual and religious evaluative functions of the A-labeled cassettes and the derived relations in which the A stimuli participated, transformed the functions of the C-labeled cassettes, such that these were responded to as sexual or religious as appropriate.

Watt, Keenan, Barnes, and Cairnes (1991) also used a stimulus equivalence paradigm to assess subjects’ social history of exposure to sectarianism in Northern Ireland. In that environment, surnames are often indicative of religious background. In the study by Watt et al. (1991), subjects from both Northern Ireland and England were trained to form ‘linear’ equivalence relations (A goes with B, B goes with C) containing Catholic names as A stimuli, nonsense syllables as B stimuli, and Protestant symbols as C stimuli. The predicted derived relations were of the form ‘Catholic name’–‘Protestant symbol’.

During the testing phase, subjects were presented with the Protestant symbols as sample stimuli and two Catholic names and a novel Protestant name as comparison stimuli. English subjects produced the derived equivalence relations as expected. However, Northern Irish subjects typically failed to do so. These subjects choose the Protestant name comparison when presented with the Protestant symbols as samples. In effect, the extended social history of these subjects interfered with the derivation of the equivalence relation and was, therefore, detected by the stimulus equivalence procedure.

The procedure offered by Watt et al. represented a first possible implicit test method within behavior analysis that predated the advent of the popular Implicit Association Test (IAT; Greenwald, McGhee, & Schwartz, 1998) by several years. Subsequent research utilized the paradigm by Watt et al. (1991) to study various different social histories established outside the laboratory, such as: social discrimination of Middle Eastern People (Dixon, Rehfeldt, Zlomke, & Robinson, 2006), gender identity (Moxon et al., 1993, Kohlenberg, Hayes, & Hayes, 1991; Roche & Barnes, 1996), self-esteem (Barnes, Lawlor, Smeets, & Roche, 1995, Merwin & Wilson, 2008), and child sexual abuse (McGlinchey, Keenan, & Dillenburger, 2000; Roche, Ruiz, O’Riordan, & Hand, 2005). However, the Watt et al. procedure was never harnessed into a widely used implicit test format (see below).

The social cognitive approach

The stimulus equivalence test method for assessing social and personal histories has interesting parallels with ongoing research in the social cognitive literature. Specifically, the growing area of implicit testing seeks to develop procedures, which can measure attitudes that are beneath awareness or that may be withheld for fear of social sanctions. Of these, the most popular by far is the IAT (Greenwald et al., 1998). The IAT records the speed with which participants sort particular stimuli into categories. The core assumption underlying the test is that it is easier to assign a common response to two stimuli if they are associated in memory. In an IAT, a subject responds to a series of items that can be classified into one of four categories. Typically, two of these categories represent a concept, such as race, and two represent an attribute, such as good and bad. In one task, subjects are instructed to produce the same response (a right hand key press) for any displayed items representing one concept and one attribute (e.g. African-American and Good) and with a left-hand key press to any items from the remaining two categories (e.g. European and Good). In a second block of testing, the instructions are juxtaposed so that each category shares a common response with the other attribute (e.g. African-American and Good). In the first task block (labeled the ‘consistent’ block), the required responses are consistent with the assumed pre-experimental associations of the participants. The second task block (the ‘inconsistent’ block) is inconsistent with the individual’s social history. Thus, slower and less accurate responding is typically recorded on the inconsistent compared to the consistent block. The differential in response time across the blocks is the IAT effect, and it is used as an index of unconscious bias (e.g. racial bias).

One significant problem with the IAT is that explanations for the effect offered by its creators are either non-committal or resting on untested or untestable assumptions. More specifically, there is some uncertainty regarding precisely what the IAT is measuring (e.g. Rothermund & Wentura, 2004) and how the effect should be best measured (Blanton & Jaccard, 2006; Blanton, Jaccard, Gonzalez, & Christie, 2006; see also De Houwer, 2001; De Jong, van der Hout, Rietbroek, & Huijding, 2003; Fazio & Olson, 2003; Karpinski & Hilton, 2001; Mierke & Klauer, 2003; Olson & Fazio, 2003; Sherman, Rose, Koch, Presson, & Chassin, 2003). Others have even called the IAT’s validity into question (e.g. De Houwer, 2006) and have challenged claims that we can draw inferences about the traits or states of individuals on tacit psychological dimensions. In particular, Jan De Houwer (2001, 2006) has been particularly vociferous in calling for a clearer operational definition of the IAT test effect. Most recently, De Houwer (2011) has outlined the problems inherent in using behavioral manifestations (e.g. response times on IAT tasks) of assumed cognitive structures (e.g. unconscious bias) to infer the existence of those very constructs. In the same paper, he outlines the potential benefits for both cognitively oriented and functionally oriented (e.g. behavior-analytic) research in combining both approaches into a functional cognitive framework. It is argued that the functional approach is useful to the social-cognitivist, for example, in that it provides useful information about
the environmental causes of behavior and the environmental variables which can be experimentally manipulated to produce or alter a behavioral effect, without necessary reference to mental constructs as causal events. This information, in turn, allows the cognitively oriented psychologist to make more informed inferences about the mental constructs assumed to mediate such behavioral effects by eliminating *a priori* assumptions and providing clear information about the input to mental processes. The functional and cognitive approaches can be integrated but remain conceptually distinct. However, the functional approach informs the cognitive approach as to the facts, which need to be accounted for with mental explanations, without reference to the mental explanations themselves, while the cognitive explanations provide a stable theoretical framework for the development of functional knowledge.

In our work, we adopt a functional approach to implicit testing but we appreciate the need to remain mindful of the heuristic value of mentalistic organising concepts. Mental explanations can sometimes benefit the functional analyst by organizing existing knowledge and making useful predictions, which can prove fertile to future research even if that research then takes place using entirely non-mentalistic concepts. For example, the concept of attitude is intrinsically mentalistic and, yet, can serve as a useful metaphor in organising specific varieties of verbal behavior (evaluative verbal responses) for specific research purposes (e.g. predicting future non-verbal behavior such as racially motivated violence).

In our functional approach, we view the IAT as a measure of an individual’s verbal history and practices, which may or may not in turn reflect personal attitudes or affective states and dispositions. IAT effects are conceived in terms of subjects’ fluency with the relevant verbal categories and their degree of experience at juxtaposing members of those verbal categories. For instance, an individual who has many dealings with people of a specific race and has encountered both pleasant and unpleasant individuals from this racial group will likely find it easy to juxtapose racial and evaluative terms in an IAT according to the test rules across the two test blocks. Such an individual will show no IAT effect (i.e. response time or accuracy differential across the text blocks). On the other hand, if they have experienced mostly unpleasant individuals from one racial group or other, the juxtaposition of response rules across the IAT blocks will likely expose a fluency differential across those two blocks (i.e. an IAT effect). We refer to this as the behavioral model of the IAT (see Roche et al., 2005).

The behavioral model of the IAT was tested empirically by Gavin, Roche, and Ruiz (2008) using nonsense syllables as stimuli and experimentally produced derived relations between them as laboratory analogs of verbal relations between words in the vernacular. Two equivalence relations were established in the usual manner, leading to the two classes of nonsense syllables, labeled here as A1-B1-C1 and A2-B2-C2, where the A-C relations were derived, not reinforced. An IAT-type test was then administered to measure subjects’ ability to respond in the same way to common class member pairs (e.g. A1 and C1) compared to cross-class pairs (e.g. A1 and C2). Not surprisingly, more errors were made in responding under rule conditions in which a common response was required for incompatible, compared to compatible stimuli. Thus, IAT effects were generated using only directly manipulable variables, without recourse to mentalistic language or appealing to hypothetical processes. These entirely laboratory produced IAT effects were subsequently shown to be manipulatable *vis-à-vis* reversals of some of the baseline relations underlying the derived equivalence relations (Ridgeway, Roche, Gavin, & Ruiz, 2010). Such findings strengthen any claims that the IAT test format is sensitive to past stimulus associations, perhaps even including those that a subject would wish to conceal. However, they pose a challenge to any view that IAT effects are necessarily a reflection of internal beliefs, intentions, or predispositions. This may be the case, but these are not necessary conditions for IAT effects to emerge, and thus the scientifically conservative position to adopt on the matter is a functional one. What we can say with certainty is that IAT measures past stimulus associations in the history of the test taker and that these stimulus associations may be directly established or derived.

Interestingly, in-keeping with this functional perspective, some social cognitivists have suggested an environmental-style account of the IAT. Specifically, it was first suggested by Karpinski and Hilton (2001) that IAT effects may reflect only the word and concept associations to which a person has been exposed to in their past. They may not reflect the extent to which the person endorses those evaluative associations. Other researchers have suggested that subjects’ experiences of the words employed in an IAT test can alter the IAT effect itself (see McFarland & Crouch, 2002; Ottaway, Hayden, & Oakes, 2001; but see also Dasgupta, Greenwald, & Banaji, 2003; Gawronski, 2002).

Implicit testing has been of particular interest in the field of forensic psychology, especially with regard to sexual offending. When dealing with sexual offenders, there is a great deal of concern amongst researchers about what are referred to as ‘faking good’ responses. For example, a paedophile offender population may wish to hide their unchanged sexual attitude toward children following a therapeutic intervention for fear of legal sanctions. Alternatively, they may wish to fake more acceptable attitudes as part of an assessment procedure that may increase chances of parole or other privileges. Therefore, the advent of implicit testing procedures has...
been welcomed in the field with an increasing number of studies attempting to measure the ‘implicit cognition’ of offenders or of at risk segments of the population (Brown, Gray, & Snowdon, 2009; Dawson, Barnes-Holmes, Gresswell, Hart, & Gore, 2009; Gannon, Wright, Beech, & Williams, 2006; Gray, Brown, MacCulloch, Smith, & Snowden, 2005; Keown, Gannon, & Ward, 2008a, 2008b; Kamphuis, De Ruiter, Jannsen, & Spiering, 2005; Malamuth & Brown, 1994; Mihailides, Devilly, & Ward, 2004; Nunes, Firestone, & Baldwin, 2007).

Gray et al. (2005), Mihailides et al. (2004), and Nunes et al. (2007), all have reported IAT effects across child-sex offender and non-offending populations that allowed the two groups to be distinguished at the group level. In the study by Gray et al., effects bordered on allowing for discrimination at the level of the individual. In another study, Snowden, Wichter, and Gray (2008) used an IAT to successfully discriminate homosexual from heterosexual offender and non-offenders. Finally, researchers have also employed modified Stroop procedures to identify sexual interests of sex offenders (see O’Ciardha & Gormley, in press).

Just as some social cognitivist have been questioning the mentalistic assumptions of the IAT, theorists in the forensic psychology field have been voicing concerns with regard to the purely internalist nature of many theories of sexual offending. For instance, Gannon (2009) argued that seeking an explanation of sexual offenders’ actions merely by appeal to the internal characteristics of the offender risks ignoring factors outside the mind. Similarly, Ward & Casey (2010) argued that a theoretical link between ‘what goes on inside an offenders head and external social and cultural factors’ is necessary to avoid neglecting vital causal factors in offending behavior. These concerns suggest a need for functional accounts of the development of sexual offending behaviour, which take into consideration obvious environmental factors, such as those located in the subjects’ history as part of a verbal community (i.e. a culture). Functional approaches, such as the derived relations account of sexual behavior and implicit testing outlined here, address these concerns directly by pointing to observable and manipulable environmental contingencies that may produce or alter sexual behavior, without reference to mental construc as causal events. Indeed, there is a small literature on the development and use of behavior-analytic implicit tests in the field of forensic psychology and sex research, and it is to this topic that we will now turn our attention.

Behavior-analytic implicit tests

As outlined above, there are several concerns abroad with the IAT at both a conceptual and a procedural level. These do not detract from the exciting research opportunities opened up by this tool. Nevertheless, a functional approach requires the researcher to markedly modify the IAT and the conceptualization of test results. In our ongoing research, we have systematically eliminated and modified features of the IAT delivery format and data analysis methods. A review of the many modifications we have made is not relevant here but the reader is referred to Gavin et al. (2012) and Ridgeway et al. (2010) for a review. The important point here is that the behavior-analytically modified IAT appears to offer the same types of test outcomes with the benefit of employing an entirely transparent and well-understood delivery format. This method has also been employed with a sex offender population in pilot research, first described by Roche et al. (2005). A small data set gathered from this population was first described by Roche et al. (2005), but a further expanded data set including both additional offenders and offender-types is presented here for the first time.

The original context of the research by Roche et al. (2005) on sex offender populations was to attempt to identify whether or not those convicted of child pornography offences display the same types of child-sex associations (i.e. a paedophilic orientation) as those convicted of contact sex offences. Qualitative findings suggest that some users of child pornography are not exclusively pedophilic in orientation but may have used child pornography only as part of some other overarching sexual interests (see Quayle & Taylor, 2002, 2003). Moreover, the link between the consumption of child pornography and contact sex offending is far from clear (see Endrass et al., 2009), and there may even be a inverse relation between the two (i.e. the use of child pornography may actually reduce the likelihood of contact offences; see Diamond, Jozifkova, & Weiss, 2010). Understanding these complex issues in greater detail may have significant implications for the treatment and incarceration of contact and internet sex offenders.

Our behavior-analytically modified child-sex IAT test was designed to assess fluency in associating terms related to sexuality with images of children compared to images of adults. On one block of tasks, subjects are instructed to press a left hand key for sexual terms and images of children and to press right for horrible words and images of adults. For every trial, a cartoon image of a child or adult, or a sexually explicit or disgusting word is presented. Each of the four trial types are presented 20 times in a quasi-random order in a block of 80 trials. For sex offenders against children, these tasks are presumably class-consistent. That is, children are already likely to be categorized as sexual rather than horrible. Thus, for this group, these tasks are defined as consistent tasks.

As in a standard IAT, the test rules are changed for a further block of trials. Specifically, subjects are presented with rules instructing them to press left for sexual terms and images of adults and to press right for horrible words and images of children. For the sex offenders against
children, these tasks presumably pose a categorization conflict, insofar as they require the subject to produce distinct instrumental responses (i.e. left and right presses) to stimuli that normally go together (i.e. sex and children). Thus, these tasks are referred to as inconsistent tasks. In both blocks, cartoon images were hand drawn specifically for this research. Adult faces were typically in the 40-50 years age range. Child faces were broadly prepubertal-pubertal. Sexual words were boldly sexual (e.g. masturbate and horny), and disgusting words were clearly aversive and assumed to be non-sexual for the majority of the population (e.g. vomit and ulcer). Ten exemplars from each category are presented at random from trial-to-trial.

Data gathered from 60 subjects across six groups (10 per condition) are considered here: female control volunteers, male control volunteers, contact sex offenders against children, internet offenders (convicted of child pornography possession), male sex offenders against adults, and male prisoners without a sex offence record. Control subjects and offender populations were matched for age but not for intellectual ability or numeracy. Prisoners were for the most part currently serving sentences but a small number from each group were currently on probation and were contacted through probation services. Specific histories of treatment are not known but all offenders typically undergo some form of rehabilitation within the Irish penal system, so current or past treatment was assumed to be universal. Specific offence details for subjects were not sought, but broad category assignment to one of the offender categories used here was made for the researchers by prison officials.

A prior categorization test for all stimuli was administered before the two key IAT blocks to ensure familiarity with the various stimuli and their correct category assignment. Thus, our test constituted a three-block modified IAT.

Table 1 shows the total number of correct responses on each of the two main test blocks. In this version of the IAT, response accuracy rather than reaction time is used as the primary metric, because a finite response window of 3 sec was enforced (see Gavin et al., 2012 for rationale). The difference score displayed in Table 1 was calculated by subtracting the total correct responses on the consistent block from that for the inconsistent block. For this preliminary analysis, data are not normalized or subjected to the IAT scoring algorithm (designed for reaction time data). A positive difference score is indicative of a positive child-sex association. It can be seen that, as expected, the largest positive score was produced by the contact child sex offender group and the second largest by the internet offender group. Fig. 1 illustrates these relative response accuracy differentials graphically.

All male groups (including controls) showed a slightly positive effect for child-sex associations relative to adult-sexual (i.e. the former were stronger than the latter). However, female control subjects showed a resistance to forming child-sex relations (an effect also observed in a larger study by Gavin et al., 2012). That is, female controls showed higher response accuracy on inconsistent (adult-sexual) tasks (M = 57.1 SD = 16.4) compared to consistent (child-sexual) tasks (M = 60.8 SD = 12.5). T-tests were applied to data from all six groups to assess the significance of the consistent-inconsistent block response accuracy differential (i.e. IAT effect). For all t-tests conducted, alpha was set at \( p \leq 0.008 \) in accordance with Holm’s (1979) sequential Bonferroni adjustment for conducting multiple t-tests. For all analyses, eta squared statistics are provided and the guidelines of Cohen (1988) are employed to indicate effect size. The only significant positive IAT effect was observed for the contact sex offenders against children (\( t = 3.452, df = 9, p < 0.008 \), eta squared = 0.134, large effect size). In simple terms, this group of subjects produced significantly more correct responses when test block instructions were consistent with a history of child-sex associations than when they were inconsistent.

At least for this small sample, the Internet offenders did not display a significant child-sex association. Of course, this group did display the second largest child-sex association effect, and such an effect may likely become statistically significant if the sample were to be expanded slightly or if various data cleaning techniques were employed, as they typically are on the IAT (we prefer to observe raw data effects as is tradition in the single subject methodology of the experimental analysis of behavior). Interestingly, the sex offenders against the adult group showed the next largest positive IAT effect, possibly indicative of the widely observed comorbidity across the paraphilias (e.g. Kafka & Hennen, 2002) and the lack of a clear boundary across pedophilic and other sexual interests (Taylor & Quayle, 2003).

It is important to remember that we do not yet know the role that child-sex stimulus associations play in the development of a pedophilic orientation (i.e. causal or outcome, a defining or a secondary characteristic). In one study, Seto, Cantor, and Blanchard (2006) found that child pornography offence conviction was in fact a better indicator of pedophilia than contact offending, when the measure of pedophilic interest was assessed using plethysmographically recorded responses to images of children and adults. On the other hand, research also suggests that child pornography users consist of quite a diverse group that do not clearly display the key characteristics of the contact pedophile (see Quayle, Erooga, Wright, Taylor, & Harbinson, 2006; Quayle & Taylor, 2002, 2003; see also O’Ciardha & Gannon, 2011, for a review of this complex issue). One way in which we can begin to get a handle on

Citation: Socioaffective Neuroscience & Psychology 2012, 2: 1733S - DOI: 10.3402/snp.v2i0.17335

(page number not for citation purpose)
the role of child-sex associations and the unique psychological characteristics of any demographic group is to study more extensively the frequency of child-sex stimulus associations found in the histories of the general population. One recent study (Gavin et al., 2012) attempted to do just this using a behavior-analytically modified IAT.

The study by Gavin et al. (2012) recruited 54 adults from the general population (half were male, half were female). Subjects were exposed to a modified IAT similar to that described above. However, in this case, all stimuli were words. At a group level (males and females combined), higher response accuracies were observed when child and non-sexual terms shared a response and when adult and sexual terms shared a response. This effect was statistically significant. When subjects were split by gender, however, only the female participants’ test effect was statistically significant. That is, females displayed a culturally appropriate implicit test effect (child-sex associations were weaker than adult-sex associations), whereas male participants did not (non-significant difference between the two association types but a trend in the direction of stronger child-sex than adult-sex associations). That is, for females, children were categorized as definitively non-sexual, whereas for males, there was at least ambiguity in this regard. This finding suggests that males and females share different histories with regard to how children are categorized sexually. In effect, the modified IAT allowed the researchers to take a ‘snapshot’ of the organization of the verbal contingencies controlling male and female responses to children. It was also non-invasive, quick to administer, and likely reduced social desirability effects in a research context in which we would expect to encounter considerable problems in this regard. Most importantly, in the current context, it demonstrated that, while a random sample of males may not display significant histories of child-sex associations, their history appears to be not incompatible with this association. This should be taken into account in any explanation of sex offending in terms of characteristic stimulus-associations or in any account that assumes a low prevalence rate of child-sex associations across the population.

In recent years, two explicitly behavior-analytic alternatives to the IAT have been developed. Both employ many of the same core behavioral processes but are presented in quite different ways. The first is the Implicit Relational Assessment Procedure (IRAP; Barnes-Holmes, Hayden, Barnes-Holmes, & Stewart, 2008). The IRAP is in many ways procedurally similar to the IAT. However, each trial of the IRAP displays two stimuli (rather than just one) on screen (e.g. ‘Child’ and ‘Sexual’) along with a contextual cue which specifies the relation between the two stimuli (e.g. ‘Same’ or ‘Opposite’). The subject is required to respond quickly to this resulting relational statement (‘Child SAME Sexual’ or ‘Child OPPOSITE Sexual’) with a key press that corresponds to one of two response options (e.g. for ‘TRUE’ press z, for ‘FALSE’ press m). After the subject responds, the computer displays feedback indicating if they were correct or incorrect. Table 1 illustrates this procedure for a sample of offenders and control subjects. C refers to consistent test blocks and I refers to inconsistent test blocks. A positive difference score is indicative of a pre-existing child-sex association.

Table 1. Total number of correct responses on both blocks of a modified IAT for a sample of offenders and control subjects. C refers to consistent test blocks and I refers to inconsistent test blocks. A positive difference score is indicative of a pre-existing child-sex association.

<table>
<thead>
<tr>
<th>P</th>
<th>Female control</th>
<th>Male control</th>
<th>Male offender (non-sexual)</th>
<th>Offender against adult</th>
<th>Internet offender</th>
<th>Offender against child</th>
</tr>
</thead>
<tbody>
<tr>
<td>C</td>
<td>I</td>
<td>C</td>
<td>I</td>
<td>C</td>
<td>I</td>
<td>C</td>
</tr>
<tr>
<td>1</td>
<td>48 66</td>
<td>75 78</td>
<td>48 66</td>
<td>47 29</td>
<td>40 33</td>
<td>55 56</td>
</tr>
<tr>
<td>2</td>
<td>75 78</td>
<td>56 57</td>
<td>59 57</td>
<td>33 38</td>
<td>49 64</td>
<td>60 50</td>
</tr>
<tr>
<td>3</td>
<td>62 69</td>
<td>74 78</td>
<td>54 48</td>
<td>59 48</td>
<td>43 37</td>
<td>62 53</td>
</tr>
<tr>
<td>4</td>
<td>77 76</td>
<td>67 45</td>
<td>52 52</td>
<td>30 36</td>
<td>64 48</td>
<td>43 40</td>
</tr>
<tr>
<td>5</td>
<td>56 65</td>
<td>68 51</td>
<td>57 64</td>
<td>40 54</td>
<td>72 74</td>
<td>30 16</td>
</tr>
<tr>
<td>6</td>
<td>18 37</td>
<td>55 58</td>
<td>58 58</td>
<td>55 56</td>
<td>69 40</td>
<td>64 60</td>
</tr>
<tr>
<td>7</td>
<td>57 55</td>
<td>62 59</td>
<td>61 58</td>
<td>47 49</td>
<td>27 38</td>
<td>54 51</td>
</tr>
<tr>
<td>8</td>
<td>53 50</td>
<td>53 48</td>
<td>54 30</td>
<td>54 53</td>
<td>59 58</td>
<td>58 50</td>
</tr>
<tr>
<td>9</td>
<td>57 57</td>
<td>54 50</td>
<td>59 50</td>
<td>74 47</td>
<td>56 47</td>
<td>37 38</td>
</tr>
<tr>
<td>10</td>
<td>59 55</td>
<td>26 50</td>
<td>65 61</td>
<td>30 32</td>
<td>58 69</td>
<td>61 57</td>
</tr>
</tbody>
</table>

Mean total correct responses

<table>
<thead>
<tr>
<th>Total correct responses</th>
</tr>
</thead>
<tbody>
<tr>
<td>57.1 60.8 59.0 57.4 56.7 54.4</td>
</tr>
<tr>
<td>46.9 44.2 53.7 50.8 52.4 47.1</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Difference score</th>
</tr>
</thead>
<tbody>
<tr>
<td>−3.7 +1.6 +2.3 +2.7 +2.9 +5.3</td>
</tr>
</tbody>
</table>
‘Correct’ or ‘Wrong’. Like the IAT, trials in the IRAP are organized into blocks. In one type of block, the responses that produce the ‘correct’ feedback are those that are consistent with social norms (e.g. Child OPPOSITE Sexual — TRUE = Correct) while the other block requires responses that are inconsistent with social norms. A child-sex IRAP would function as follows. In the consistent blocks, subjects would be required to respond to the statement Child SAME Sexual as FALSE and Child OPPOSITE Sexual as TRUE. In the inconsistent blocks, the subject would be required to respond to the statement Child SAME Sexual as TRUE and to Child OPPOSITE Sexual as FALSE. The core assumption of the IRAP is that subjects will respond more quickly to relations that are consistent with their verbal and non-verbal history with the stimuli.

The behavioral framework within which IRAP results are interpreted is the Relational Elaboration Coherence model (REC; Barnes-Holmes, Barnes-Holmes, Stewart, & Boles, 2010), a model which has emerged from RFT (outlined earlier). According to the REC model, each individual trial on the IRAP produces an immediate and brief response to the relation presented before the participant presses a response key. The probability of this initial response is a function of subjects’ verbal and non-verbal history with the stimuli and the current contextual cues (i.e. the relational stimulus, such as the word Opposite on screen). The most probable response will likely be emitted first, and as such, if this immediate response coheres with the response required by the current IRAP trial rule, then the response latency will be lower. If the required response is in opposition with the subjects’ immediate relational response, then the correct (as defined by the contingencies of the specific trial) response will be emitted more slowly. Across multiple trials, the average latency on inconsistent trials will be higher than the average latency for consistent trials.

The foregoing provides a basic explanation for the IRAP effect, but the REC model extends the explanation to account for why implicit measures and explicit questionnaire methods so often diverge in their results. More specifically, when completing questionnaires or other so called ‘explicit’ measures of attitudes, the subject is under little time pressure and can therefore engage in complex and extended relational responding (i.e. thinking), which allows them to produce a response that is coherent with other responses in their behavioral repertoir (see Barnes-Holmes, Hayes, & Dymond, 2001) such as: ‘it is wrong to categorize children as sexual’. It is also possible under these circumstances to produce a response, which coheres with the social expectations of others. However, when exposed to the IRAP procedure, subjects are under significant pressure to respond quickly (commonly within 2000 ms) and, therefore, have little time to engage in the elaborate relational responding processes necessary to produce alternative socially desirable responses. In effect, the most likely responses under time constraint conditions are those that are immediate and brief and, therefore, direct measures of history, mediated by local relational activity.

One IRAP study set out to determine if the IRAP could be used to differentiate between child sexual offenders and a normal population group (Dawson et al., 2009). Sixteen subjects who had been convicted of a contact sexual offence against a child (the offender group) and 16 male non-offenders recruited from a college population (the control group) completed an IRAP procedure and a Cognitive Distortion Scale (CDS; Gannon et al., 2006). The IRAP stimuli consisted of two category labels (‘Child’ and ‘Adult’) and two sets of target stimuli (‘sexual’ words and ‘non-sexual’ words). During the consistent blocks, subjects were required to respond with ‘true’ to the relations ‘Adult–Sexual’ and ‘Child–Non-sexual’, while in the inconsistent blocks, subjects were required to respond in the opposite way.

The IRAP successfully detected a difference between the control group and the offender group. Furthermore, the IRAP was able to identify the specific relation on which the two groups differed. On Child-Sexual trials, the offender group did not show a significant IRAP effect, responding equally quickly to Child-Sexual-False and Child-Sexual-True. According to the REC model, this effect would be due to the offender group immediately responding to child-sexual relations as both true and false. This makes sense in the context of the Implicit Theories of Sexual Offending Model (Gannon et al., 2006), which states that child sexual offenders conceive of children as simultaneously being sexually receptive, while also being innocent and non-threatening when compared to potential adult sexual partners. In the study by
Dawson et al. (2009), the CDS did not differentiate between the two groups. Again, this may not be surprising. In this case, all members of the offender group had participated in a Sexual Offender Treatment Program, which targeted the cognitive distortion associated with offending. When under low time pressure during completion of the CDS, the offenders would have been able to respond consciously in a manner which was consistent with their treatment, thus not showing any difference from controls.

Another more recent development within the experimental analysis of behavior and the second explicitly behavior-analytic alternative to the IAT is the Function Acquisition Speed Test (FAST; O’Reilly, Roche, Ruiz, Ryan, & Campion, (accepted), O’Reilly, Roche, Ruiz, Tyndall, & Gavin, in press). This test emerged directly from the stimulus equivalence method developed by Watt et al. and several published studies that have functionally analyzed the necessary and sufficient conditions to produce IAT effects (briefly outlined earlier). The FAST combines what we have learned from both these sources and delivers a procedurally implicit and rapidly administered test format. Procedural implicitness refers to the degree to which the stimulus-stimulus relations (i.e. associations) under analysis and the purpose of the test are discriminable by a subject. This is to be distinguished from outcome implicitness, which refers to the implicitness of the stimulus associations being measured (i.e. whether the subject has ever become aware of the associations in the past; see De Houwer, 2006). In order to illustrate how the FAST achieves this, let us return briefly to the Watt et al., IRAP, and IAT procedures.

In the IRAP and Watt et al., procedures, two stimuli are presented together on screen and the subject must relationally assess this pair (i.e. by matching them or confirming or disconfirming the relation between them, respectively). In the IAT, only one stimulus is presented on screen on each trial, but two pairs of stimuli are presented as category labels (e.g. European and Bad). In the first two test types, while a subject has no way of being certain what the purpose of the measure is, the fact remains that the stimuli whose relation is under analysis are presented simultaneously during the testing phase. Similarly, in the IRAP and IAT, the relation under analysis is specified in the rules of the block (e.g. ‘Press SAME for Child Images and Sexual Words’). These rules explicitly draw attention to stimulus pairs whose relation is under analysis (e.g. child images and sexual words). Thus, procedural implicitness is compromised by procedures such as the IAT, the IRAP, and the Watt et al. method.

The FAST makes a small modification to the Watt et al., IAT, and IRAP methodologies, which allows us to retain the basic core process while at the same time improving procedural implicitness, by more effectively disguising the purpose of the test. Specifically, the FAST requires the subject to learn trial-by-trial to produce common responses for two stimulus pairs (i.e. from two functional response classes), where all stimuli are presented individually in the absence of prior or simultaneous instructions regarding response strategy. That is, subjects are presented with stimuli individually on separate trials and are taught via reinforcement (i.e. verbal feedback presented by the computer) to respond with the same key press (i.e. a left or right key press) for two of the stimuli and with another response for a further two stimuli. The rate at which a subject learns to produce the common response for any two stimuli, presented separately, can be compared to the learning rate for producing distinct responses for these two stimuli, again across separate trials. Such a procedure requires no conditional discrimination training for equivalence class formation (as in the Watt et al. procedure), is not demanding on the subject (i.e. there are no relations to derive), and is fast to administer (unlike the IRAP). In addition, it requires no instructions (unlike the IAT and IRAP), because subjects learn to respond via reinforcement alone. The less demanding nature of the FAST format compared to the Watt et al. or IRAP procedure also make it more appropriate for use with populations demonstrating below average intelligence and literacy levels, such as offender populations.

To describe the FAST in more detail, imagine that we seek to assess whether or not the words ‘child’ and ‘sex’ are related for a sample of contact sex offenders. We could present them with each of four stimuli, individually and in a quasi-random order. The stimuli would consist of the words ‘child’ and ‘sex’ (or various synonyms of these) and two novel and entirely unrelated control words (these may even be nonsense syllables). Upon the presentation of each stimulus, the subject must respond with one of two key presses. A common response to the target words (e.g. ‘child’ and ‘sex’) is reinforced through contingent verbal feedback presented on screen immediately following responses. In this way, a functional response class can be established for the two target stimuli using trial-by-trial learning. At the same time, an alternative common response is established for the two control stimuli, presentations of which are interspersed among presentations of the target stimuli. The number of trials required for the subject to reach a preset fluency criterion in this block of trials (e.g. 10 successive correct responses) should represent an index of the pre-existing strength of the relation between the words ‘child’ and ‘sex’.

In a second block of training, we can attempt to establish a common response for the word ‘child’ and one of the control words, and another response class for the word ‘sex’ and the remaining control word, using trial-by-trial feedback alone. If the words ‘child’ and ‘sex’ are
related in the history of the subject, then this second task block will require a larger number of training trials than the first one. A baseline rate of acquisition of common response functions for a randomly selected set of words can also be recorded for comparison purposes. We could then assess the extent of the relative facilitating or retarding effect of preexisting stimulus relations between ‘child’ and ‘sex’ during the two training blocks. This method can be referred to as a function acquisition speed test (FAST; O’Reilly, et al., in press) precisely because it compares speeds in the learned acquisition of different functional response classes for pairs of stimuli.

The FAST methodology is already being applied in the analysis of sexual stimulus relations. Specifically, in one recent study, (O’Reilly, Roche, Arancibia, & Ruiz, 2012), 20 male adult subjects were exposed to three FAST tests in a random order. The tests were designed to measure the existence and strength of preexisting stimulus relations between sexual imagery and images of semiclothed solo female targets of varying ages (Tanner stages 3, 4, and 5, equating to ages 11.5–13, 13–15, and 15+ years, approximately, Tanner, 1973). Target images were digitally created images taken from the Not Real People stimulus set (NRP; Laws & Gress, 2004), while neutral and generic sexual images were taken from the International Affective Picture System (IAPS; Lang, Bradley, & Cuthbert, 1999). In one block of FAST training, subjects were trained to form a functional response class for generic sexual images involving couples in erotic situations and images of solo female targets (i.e. they were taught to press a Z key on the computer keyboard). In another block, a common response was required for nonsexual images and solo female target images (again representing Tanner stages, 3, 4, or 5). This procedure was repeated across three FAST tests, presented in a random order, with the only difference being the age of the target female, which was systematically varied across FAST tests. Baseline blocks were also administered using entirely neutral stimuli taken from the IAPs.

As expected, a distribution of FAST effects was observed across the three tests, with effect sizes rising from significantly negative (i.e. subjects required more trials to learn a common response function for the ‘child’ and ‘sexual’ stimuli) for Tanner 3 images (prepubertal) to neutral FAST effects for Tanner 4 targets (pubertal), increasing to a near significant positive effect for Tanner 5 images (postpubertal). That is, we observed a socially sanctioned or ‘normal’ FAST test effect only when female targets were postpubertal. These results show that, at the group level, subjects found it difficult to form a functional response class (i.e. produce the same response) for sexual images and images of prepubescent girls. This is indicative of a preexisting and significant incompatibility between stimuli of these two types. However, no such resistance to forming functional response classes between sexual images and semiclothed images of minors was observed when the minors were pubescent, but neither was there facilitation of such functional class formation. That is, functional response classes for sexual and pubescent girl images were formed at the same rate as functional response classes for neutral images and images of pubescent girls. Finally, a near significant positive effect was observed when the solo female targets were postpubescent. That is, subjects reached the learning criterion for producing common responses to sexual images and images of solo postpubescent girls faster than they did for neutral images and images of postpubescent girls (i.e. subjects’ histories facilitated the formation of a response class for postpubertal female stimuli and generic sexual images).

A strength of relation (SoR) index was also calculated using the method outlined by O’Reilly et al. (2012) to provide a single and non-relative metric of the preexisting strength of child-sex stimulus relations between the target age group and sexual images. The mean SoR scores rose from negative to slightly positive to strongly positive from Tanner 3 to 4 to 5 (i.e. as target age increased from pre- to postpubertal), and an analysis of variance showed this relationship to be statistically significant.

Interestingly, these findings parallel those of Gavin et al. (2012) and previous studies using physiological measures in finding that images of children that are not of consenting age (e.g. Tanner 5) in many jurisdictions may nevertheless participate in preexisting implicit relations with sexual stimuli. This study is the first of its kind, however, to map the strength of these associations across age ranges and to confirm, using implicit measures, that minors may be classified as non-sexual for the majority of male participants only when prepubertal (i.e. rather than on the basis of age of consent laws). Importantly, a near significant level of child-sex association was observed in this preliminary study, across a random sample of male volunteers, for Tanner 5 targets. Females of this age would not have legal rights to provide consent for sexual activity in many jurisdictions. Perhaps of greater interest is that a history of such stimulus association would be very unlikely to emerge from explicit self-report measures.

Conclusion

The analysis of derived stimulus relations has opened up a new vista of research opportunities in the realm of complex human behavior, including that of human sexuality. While these developments are in their infancy, they promise to lead to a thoroughly functional approach to the analysis of complex sexual behavior, both overt and at the level of private cognition. We believe that the analysis of derived stimulus relations represents a paradigm shift for modern behavior analysis and that as a
result, the learning approach to human sexual functioning is about to get its second wind.

References


*Bryan Roche
Department of Psychology
National University of Ireland, Maynooth
Kildare, Ireland
Email: Bryan.T.Roche@nuim.ie